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The challenge
Directly approaching customers is a valuable tool 
to boost sales of a product or service. However, 
call center capacity, and direct approach in general, 
is expensive. In addition, “marketing fatigue” may 
set in among the target demographic, and in some 
sectors, such as in pharmaceuticals, there are legal 
limits on how often a prospective client may be 
approached. Therefore, choosing the right 
customers to target is crucial. 

(proportion of calls ended with the adoption
of a new service) was holding steady at approx. 
16%, despite increasing efforts and expenditure. 
Starschema was approached to see if the available 
resources could be utilized better through improved 
customer targeting analytics.

Our approach in these situations can be twofold.

•  Firstly, a machine learning model can be built 
over customer demographics and behavioral data 
to identify the most promising customers to target. 
This ‘segment-of-one’ approach identifies 
conversion likelihood for every individual customer, 
based on the assumption that the key factors that 
drive conversion rates are inherent in customer 
data. In the present case, this methodology has 
been adopted. 

•   In other cases, where relationship data about 
customers is obtainable (e.g. in the case of
a telecommunications company, subscriber 
relationship data and call records (CDRs) can be 
leveraged), a community detection-based method 
can be used to find customers whose community 
already uses the product or service the campaign 
aims to sell. This approach assumes that a customer 
is more likely to convert if the community they 
belong to already uses the goods or services the 
campaign relates to.

Machine Learning Applied to Customer Targeting
for Direct Sales

Improving conversion and campaign profitability for a large retail 
utilities provider.
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Our client, a major utilities provider, relied on 
direct marketing campaigns to sell subscriptions 
to non-core services, including an assistance service 
covering household equipment. Prior to our 
engagement, direct marketing campaigns for 
the assistance service were targeted at randomly 
selected customers from a set of customers that 
was not narrowly circumscribed, limited only by 
minimal basis. The success rate of the campaign 



Results

Fine-tuning this campaign with machine learning 
created significant value. Our random forest 
classification model performed well in separating 
customers of successful calls from unsuccessful 
ones (ROC AUC of 0.92, indicating a highly accurate 
model in distinguishing both true and false 
positives). Over test data, the machine learning 
approach resulted in a 6x uplift in conversion.
This means that compared to the random selection 
of customers to target, using machine learning 
gives a 6-fold boost to the number of customers 
adopting the service which was the subject of the 
campaign (see Figure 1).

Moreover, when the model trained on electricity 
customers was transposed to gas utility customers, 
with very different characteristics in demographics 
and consumption alike, as well as different data 
structures, it remained robust. Indeed, even on this 
quite different dataset, the model produced an 
over 11% uplift in conversion rates.

As this use case demonstrated, machine learning 
can help create better conversion rates and 
improved campaign performance, especially where 
marketing resources are limited – whether by cost 
or legal restrictions. More effective customer 
targeting through machine learning can create 
a significant uplift for a minimal expenditure,
while also preserving customer privacy. The 
application of such technologies can make
a difference to direct marketing efforts
in a wide range of industries, whether
in a B2B or a B2C setting.

Our solution

The principal objective was to predict conversion 
based on a previous, largely random-selection, 
campaign. The source data involved two dimensions:

•  Customer demographics: age, gender, location, 
average consumption of core services, history 
of delinquency. 

•  Customer behavior data: payment and billing 
characteristics, transaction history, interaction history 
(e-mail, phone, personal communications), use of app 
and online facilities for payment.

Feature engineering and deep feature synthesis was 
used to extract the most meaningful variables about 
customers. These included total consumption, time 
since registering for online billing, average number
and type of interactions with customer support, 
and a number of other behavioral indicators.

Subsequently, variables were examined in terms 
of correlations to avoid over-weighting individual 
factors by representing them multiple times as 
closely correlated variables. As a result, largely 
independent variables were selected
as candidate predictors.

Finally, because of the extensive presence of 
categorical variables in the dataset, a tree-based 
predictor (boosted random forests) was used 
to learn the factors that drive campaign success. 
This classification algorithm finds optimal ways 
to split the dataset into distinct groups based on 
a combination of individual values, e.g. consumption 
being below a particular margin and not having 
downloaded the online app correlates to a low 
likelihood of conversion. The advantage of this model 
is that it not only yields very accurate predictions but 
also produces a thorough and intelligible breakdown 
of why a particular customer is likely or less likely to 
convert, effectively creating a decision algorithm tree 
that can be interpreted and analyzed easily. 



Uplift over the test set indicates a 6x improvement over 40,000 calls and an almost 7x uplift over the first 10,000 calls, attesting to the ability of our model to significantly 
improve the utilization of call center resources.

FIGURE 1

At Starschema we believe that data has the power to change the world 
and data-driven organizations are leading the way. We help 
organizations use data to make better business decisions, build 
smarter products, and deliver more value for their customers, 
employees and investors. We dig into our customers toughest 
business problems, design solutions and build the technology needed 
to compete and profit in a data-driven world.
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