
Automating BI Analytical Tasks with
Anomaly Detection and NLG Summation 

Balázs Zempléni
Data Scientist at Starschema

Szilvia Hodvogner
Data Scientist at Starschema

Bálint Kovács
Data Scientist at Starschema



1Automating BI Analytical Tasks with Anomaly Detection and NLG Summation 

Contents

Introduction
The Business Problem: Manual anomaly discovery is slow and error-prone
Real-world Origins
 Business Problem Case Studies
 A Legacy Solution
The Solution and Its Components
 Defining and Finding Anomalies
 How Boardwiser NLG Detects Anomalies
 Translating Data to Text Using Natural Language Generation (NLG)
 Architecture
Implementing Boardwiser NLG and Similar Solutions
 Basic Implementation Requirements
 Scope of Applicability
 NLG Setup
Conclusion and Technology Outlook
Go Further

2
3
3
3
4
5
5
6
8

10
10
11
11
11
12
13



2Automating BI Analytical Tasks with Anomaly Detection and NLG Summation 

Introduction

Manual analysis of business intelligence data is time consuming, 
susceptible to bias and often misses non-obvious insights. Lower-level 
analytical and reporting tasks consume a significant portion of analysts’ 
time and introduce the risk of human error and inefficiency. The resulting 
issues hurt the quality and timeliness of eventual decisions – or, at the very 
least, take additional resources to fix.

This white paper introduces a complex solution that automatically identifies 
anomalies in organizational data, provides relevant context in the form
of contributing factors and communicates them in an easy-to-consume 
form. The paper uses Starschema’s Boardwiser NLG solution as a reference 
to discuss the general principles of using machine learning (ML) and 
natural-language generation (NLG) to speed up and improve the quality 
of business-critical decision-making. The various sections will detail the 
business needs that necessitated the development of this solution, the 
data science techniques that made it possible and offer recommendations 
for its implementation.

Overview of the functionality of Boardwiser NLG and similar solutions, 
from identifying relevant data points to notifying the user of relevant updates.

Identifies Anomalies

Identifies Contributing Factors

Provides Summary

$1583.15

credit card

cash

debit card

gift card

! ATTENTION NEEDED
Anomaly description:
 On 2019-03-09, among customers who paid with a credit card in Yangon,
 total sales were $1583.15, which overperformed prediction by $1031.44.

Additional information:
 On 2019-03-09, there was a 10% discount in Yangon for those who paid
 with a credit card.
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process: continuous attention is no longer needed, as 
the automated solution not only recognizes and 
analyzes the possible factors of the anomaly but also 
summarizes them in a human-readable way and 
notifies users only when an anomaly occurs. This 
doesn’t mean that the analyst is kept out of the loop – 
on the contrary, this solution gives them a head start 
to identify and work with the most promising 
information instead of having to find a needle in the 
haystack of data.

To enable organizations to optimize workflows in 
this manner, Starschema created a solution dubbed 
Boardwiser NLG.

Real-world Origins

Business Problem Case Studies

Boardwiser NLG is the result of projects for two clients 
interested in a solution that would streamline the 
cumbersome and error-prone manual tasks involved 
in data-driven decision-making.

One client was driven by the need from upper 
management to understand what was happening
in the market, especially the factors driving sales. 
Every week, management goes through all products 
to check what happened in the last week, what were 
the main contributors, which region/product had 
inventory or demand problems, etc. And every week, 
many analysts need to dig deep into several 
dashboards and connect the dots in the data to find 
fundamental connections. This would tie down analysts 
in relatively low-level tasks that nevertheless introduced 
considerable room for human error and delays.

The other client had a mobile application which included 
a “News” section. Users complained that this section 
became uninteresting very quickly, as it was repetitive 
and all metrics were listed, even if there was just a small 
or no change since last time. They wanted to improve 
the data consumption experience and only highlight 
relevant and interesting events.

The Business Problem: Manual 
anomaly discovery is slow and 
error-prone

Becoming data-driven is a primary aspiration of 
companies looking to create competitive advantage 
by optimizing their products and services. The 
data-driven journey, however, is long and different
for all organizations.

To become data-driven, a company first needs to collect 
data from all key aspects of their operations so they 
can measure, validate and, if necessary, change the 
status quo in all departments. This data needs to be 
stored, preferably in a database or a data lake to 
promote decision-making via easy, quick and 
democratized access. Then, the next step is to build 
insight discovery solutions on top of the data, and
the most common ways to do this are dashboards
and reports that show the most important KPIs and 
long-term trends. 

The more data the company has, the more dashboards 
and reports can – and need to – be built. At a certain 
point, it becomes difficult and ineffective to manually 
analyze dashboards, as it takes a large amount of time 
for the analysts to create valuable insights from the 
dozens of dashboards where they need to iterate 
through hundreds – if not thousands – of combinations to 
find the right aggregation level for the region / product / 
shop where something important happened. To make 
matters worse, the dashboards usually do not contain 
all the information at all granularity levels. Therefore, if 
a dashboard excludes some part of the data, the 
analyst will not be able to find an important event, and 
it is also possible that the analyst injects personal bias 
into the narrative.

One way to overcome these common analytical 
challenges is to use a solution that automates the 
recognition of relevant changes in a KPI and, potentially, 
the contributing factors – such as a categorical column 
value, e.g. city, gender, product, or payment type – 
behind it. This eliminates the need for an analyst in the 
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Let us illustrate the above real-world examples on a public dataset.

The following example displays business metric values over time. The 
target metric is total sales and there are four factors: city, gender, product 
line and payment. Creating all aggregation levels for all four factors 
generates a large number of combinations, and it would require a lot
of manual filtering to go through all this data.

The legacy solution involved selecting a few metrics and, at the end
of each day, generating a new text using preconfigured rules that shows 
the change in the selected metric compared to the last month. The issue 
with this solution was that the texts were repetitive, as they always 
contained the same indicators with slightly different numbers and had 
the same grammatical structure. This resulted in an uninspiring reading 
experience. The displayed data was also not always relevant, and there 
was no context provided for the changes.

These issues motivated the clients to request that the solution only display 
relevant changes in the metrics and factors that have contributed to it, 
which is the greatest value that the solution would provide. Developing 
the tool with the help of the clients involved a back-and-forth where 
Starschema would sometimes generate results that seemed relevant
but were trivial according to an analyst, which inspired new iterations 
and approaches.

The results from this collaborative development processes will be presented 
in the following sections.

A legacy solution

Dataset: www.kaggle.com/datasets/aungpyaeap/supermarket-sales

Example for the different types of columns

On the left are the factor columns, 
which are usually categorical 
values, in the middle is the metric 
column, which is numerical, and 
on the right is the temporal 
column, which is a date (time) 
column.
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ARIMA (Autoregressive Integrated Moving Average) 
is a family of statistical methods for analyzing time 
series data:

   •   “Autoregression” means that a given value at a  
        timestamp can be predicted using the previous       
        n values in time.

   •   “Integrated” means the model uses differencing,  
        i.e. subtracting neighboring values from each other.

   •   “Moving Average” means that ARIMA estimates  
        the difference from a moving average model.

ARIMA assumes the time series data is stationary, 
which means that its properties are not dependent 
on the time at which the time series is observed. 
Differencing can make a time series stationary, but
it does not work for every case. It is often hard to 
capture multiple seasonal (e.g. weekly, monthly, 
yearly) patterns with ARIMA models, and configuring 
ARIMA models is difficult because they have many 
hyperparameters that are not intuitive to understand.

Methods based on a deep neural network are capable 
of generating accurate forecasts, but require 
considerable resources to train and operate. In addition, 
these methods have a lot of hyperparameters and 
are more suitable for specializing in one critical task 
when there are enough resources. However, as a 
portable solution, they require too much updating 
from case to case.

The DIFF1 method can find factors that can be causal 
to certain anomalies. It is implemented in SQL, which is 
an optimized query language and is therefore much 
faster than high-level programming languages such as 
Python. However, the implementation team needs to 
know in advance which data points are anomalous. 
And because this method finds
a common cause based on frequency of factor values 
among anomalies, it introduces an additional problem 
for the cases above, since the causes of anomalies are 
usually different.

1   http://www.bailis.org/papers/diff-vldb2019.pdf

The Solution and Its Components

Defining and Detecting Anomalies

In ML, anomalies – or outliers – are events that deviate 
from what is normal or expected. A metric can be defined 
to rank the relevance of these events. Ideally, the 
metric should be a number: the greater it is, the more 
anomalous the event. However, there is no solution 
that works out-of-the-box with time series data and 
returns importances for anomalies and contributing 
factors behind them.

Most anomaly detection methods applied to time 
series data rely on time series forecasting, where the 
anomalies can be identified by looking at the difference 
between the forecasted and actual values. But most 
of these methods do not return a significance value
or offer an explanation with contributing factors. Thus, 
the problem can be solved with time series methods, 
but they require a framework around them that looks 
for contributing factors.

The fundamental task is to identify interesting events 
during a given time span. For this purpose, a flexible 
method that always returns a few outliers with the 
highest relevance score works best. Most of the time 
series methods listed below focus on forecasting, and 
the forecasts they yield enable defining the difference 
from the actual values as the relevance metric.

For the projects mentioned earlier, the Starschema 
data science team evaluated the most popular time 
series models to find the best fit for the use case at 
hand:

   •   ARIMA;

   •   Deep neural networks;

   •   Prophet;

   •   DIFF.
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Ultimately, the model best-fitted to the solution was Prophet, which is 
a time series forecasting library developed by FacebookAI. It decomposes a 
time series into trend, seasonality and holiday components. Trend describes 
the overall direction in which the time series is changing, the seasonality 
model supports multiple seasonalities and holidays – as special events 
that generate extremal events – can also be imported from calendars. 
All these components have a flexibility parameter. As it increases, the 
components will be more flexible and fit more to the data. These parameters 
are easy to configure for a domain expert, and configuration can even be 
automatic with a hyperparameter optimization algorithm. The advantage 
of automatic optimization is that it is possible to set the expected number 
of anomalies and configure the model accordingly. The goal is to find as 
many interesting events as possible while avoiding irrelevant results.

How Boardwiser NLG Detects Anomalies

The anomaly detection component of Starschema’s Boardwiser NLG 
solution comprises three modules:

   •   anomaly detector;

   •   hierarchical run;

   •   trend change.

All of these work on time series data to find extremal events and save 
them to a structured output.

Boardwiser NLG uses a configuration file for setup. It requires specifying 
the database connections along with the date column, the metric column 
and the factor columns. It includes the option to set the objective for 
hyperparameter optimization, i.e. how many anomalies the user would 
like to find and whether negative values are allowed in the time series
at hand.

Trend and seasonality in total

An illustration of the trend
and seasonality components 
generated with Prophet for the 
example dataset. We can see that 
the trend has declined since the 
end of January and that sales 
generally go up on Tuesdays
and Saturdays.
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The anomaly detector module fits a Prophet model to a time series.
It is essentially a wrapper layer around Prophet with extended 
functionality: it transforms the passed Pandas DataFrame to a format that 
is expected by Prophet. It calculates different importance metrics for each 
anomaly and has functions to plot the data itself, its components and the 
anomalies.

The hierarchical run module creates anomaly detector instances and fits 
them to all factor-value combinations that have more items than a given 
threshold, which is customizable in the configuration file. Since the 
number of column-value combinations increases exponentially as the 
number of factors grows, this code is executed parallelly.  The module lists 
factor values that have the highest correspondence to an anomaly based 
on the chosen importance metric, while another function lists all data 
points that belong to a factor at a certain date. With this, the user can get 
all the records that the method suspects to have contributed to the 
anomaly.

The trend change module looks at the direction in which a given metric 
has changed over a time period, grouped by the factors. From these 
changes, it highlights streaks where factors behaved differently than the 
total sum of the metric for a time period longer than one, and where one 
factor behaved differently than the rest for a longer period. This way, the 
solution can filter out events when one factor behaved differently than 
either the total or the rest of the factors for an extended amount of time.

Anomalities in Total sales

The results of the anomaly 
detector are presented in this 
figure for the example sales 
dataset. Values outside of the 
confidence interval are
considered anomalies. We can 
rank these points based on the 
distance from the expected value, 
which is reflected in the size of the 
red dots. The most significant 
anomalies are the ones that 
happened on March 9 and 14, 
when sales were higher
than expected.

Data points - anomaly Data points - normal Confidence interval
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Translating Data to Text Using Natural Language Generation (NLG)

There is an abundance of solutions for generating text. The most basic 
ones involve creating a template for the text and only filling in the targeted 
words, like the factor name and the suspicious value. However, this type of 
text generation results in repetitive sentences, as mentioned above, 
which creates a poor reading experience. In addition, these templates 
need to be built manually and maintained for every sentence separately.

More advanced solutions leverage deep learning and are automated. 
Deep learning makes it possible to create fluent, semantically and syntactically 
correct text with high diversity of words and the use of synonyms and 
ambiguity.

The family of Recurrent Neural Networks (RNNs) can handle sequences of 
data, which makes them a viable choice when it comes to handling text. 
RNN takes the input sentence word-by-word and attempts to infer its 
continuation. The breakthrough of RNNs was that they could remember their 
input text and not just the last word. However, they tend to forget the 
beginning of the text very easily, which makes it difficult to effectively 
handle long sentences with them. This prompted the development of
an improvement called Long Short Term Memory (LSTM). LSTM has
a complex memory system, so it can decide whether the information 
needs to be remembered for the future or can be forgotten.

Output of the trend change module

This figure shows the output of 
the trend change module. Each 
dot represents the direction of 
change as a cumulative sum: for 
example, when the metric (sales) 
for the current category is 
increasing continuously for three 
time periods, its value will be 3. 
And when it is decreasing for one 
time period, it will be -1. Here,
we can see that the “Electronic 
accessories” product category 
behaved differently than the total 
value for five days straight. This is 
potentially due to discounts in this 
category during the time period.

Food and beverages Electronic accessories Sports and travel

Health and beauty Home and lifestyle Fashion accessories

Total value
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Of course, these “English-speaking” models are not 
trained for the task of anomaly summation, so they 
will likely not have the domain knowledge needed to 
contextualize the data. However, pre-trained models 
are easy to fine-tune to the task at hand. Fine-tuning a 
model is the process of transfer learning: It involves 
maintaining the original understanding of what the 
model already learned and only training the last layers 
or adding a few layers to the end and fine-tuning the 
model’s knowledge to the target problem. This way, 
the model extends its usability, and the implementation 
team saves a lot of time and resources, since they do 
not need to train a massive model from scratch.

Although there is no open-source end-to-end solution 
for the data-to-text functionality that the anomaly 
summation solution requires, many researchers and 
papers have examined this problem, and there are 
already some excellent PoCs available. Amazon has a 
product that can perform the transformation, called 
DataTuner. DataTuner is integrated into Alexa AI, 
and its code is available for the public on GitHub 
under a noncommercial license. It addresses the 
problem with two models built on top of each other: a 
generator and a classifier model. The generator 
model, which is also a transformer architecture 
model, learns to generate sentences based on the 
input data. The uniqueness of this solution, as opposed 
to other available solutions, is using multiple 
representation layers which capture semantic, 
positional and structural relationships between the 
data. Meanwhile, the classifier model’s task is to find 
the most accurate generated text that conveys the 
formal data.

Due to the lack of the end-to-end solutions, 
Starschema created a proprietary data-to-text 
solution capable of summarizing the anomalies that 
the anomaly detection tool discovers. Taking into 
account the factors detailed above, the team chose 
the transformer model and transfer learning, as they 
are complex enough to address clients’ problems 
and are the most resource-optimal.

Neither RNN nor LSTM can be trained in parallel, 
which necessitates long training times. This is a major 
drawback, because although fast computing devices 
have become ubiquitous, if parallel processing cannot 
be achieved, there is no way to fully leverage the power of 
modern machines. To eliminate this problem, the 
so-called transformer models were born, and since 
then, they have consistently been the best architecture 
for all kinds of tasks for handling textual data. Transformers 
are no longer sequential: they process the whole 
sentence at once. This is very efficient because they 
can be trained in parallel, and there is no risk of 
forgetting the beginning. Transformers achieve these 
advantages through their attention mechanism, which 
provides information about the relationships between 
the words of the sentence.

However, while it is possible to handle long text and 
train models in parallel to reduce the computation 
time, there are two significant inconveniences with 
this type of text generation. First, these models are 
generative – their focus is on generating text that is 
structurally correct, and there is no clear way to control 
the exact content of their output. Moreover, since 
anomalies – as well as the factors and other values – are 
stored in a tabular format, an effective solution
to the business needs laid out earlier would accept 
that format as an input. Finally, most of the time
the models lack knowledge of the relevant business 
domain, so they try to generate sentences from their 
general knowledge, and it is not possible for the end 
user to feed them factual input data. 

This is where data-to-text methodology comes in. 
Data-to-text methods are a subset of natural language 
generation methods that focus on converting raw 
information from a structured format (e.g. database) 
into natural language. Transformer architectures are 
great at generating text regardless of the input, but 
their training is resource-intensive. Fortunately, there 
are many model architectures capable of generating 
text that have been trained to learn English. These 
models, also called language models, were trained
on billions of sentences to learn the linguistic patterns 
of the language. 
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Architecture

Boardwiser NLG can use various kinds of input data (structured text, 
database, etc.) and has configuration storage as well, which can store 
parameters for the anomaly detection, the credentials for a database, 
etc. The scheduler triggers the solution to run the underlying algorithms, 
find relevant details and create a textual summary. It can also use 
external data sources to enrich the organization’s proprietary data. 
[Boardwiser NLG]’s output can be used in different ways, including sent 
via email or embedded in a dashboard or a webpage.

Implementing Boardwiser NLG and Similar 
Solutions

Scope of Applicability

Boardwiser NLG’s core benefit lies in streamlining reporting: instead
of manually filtering dashboards for relevant events, the tool lists them
in a clearly readable format. It can work with many different KPIs and 
contributing factors. It can even account for externally-sourced data that 
could have had an effect on the anomaly, such as promotion periods for 
goods. The tool lists these in the summary in addition to the contributing 
factors and anomalies and can examine factors at different levels
(e.g. by geological features, continent, country and store-by-store data).

The contributors to an event are easy to discover by looking at the main 
factors that correlate with the change, and the user can even query the 
list of individual data items. 
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it needs to have already learned a language, it must 
be complex enough to handle the tabular data and 
its output must be fluent, with high semantic fidelity.

All of these can be tackled with a proper choice of
a pre-trained transformer model. Therefore, the data 
science team first needs to find a trained model that 
has already learned the target language. Ideally, this 
model will also have been trained for more than one 
NLP problem, e.g. text generation, translation, 
summarization, etc. The benefit of a more complex 
model that can do multiple tasks is more sophisticated 
language knowledge that data scientists can use to 
attain factual data understanding more efficiently.

Next, transfer learning methodology is used to train 
the model to the specific problem set. This eliminates 
the need to train the chosen model from ground 
zero – instead, data scientists can use the knowledge 
from a pretrained model that has already completed 
the learning and only need to train it further on the 
client’s dataset. Despite using transfer learning, it is 
still recommended to do GPU- or TPU-accelerated 
training. Transformer models are built up with an 
enormous number of neurons, so transfer learning 
on a substantial set of data can take several hours
or days. However, this is still considered a relatively 
small amount of time, because fully training them 
would take weeks or even months.

During the training procedure, the model’s accuracy 
needs constant monitoring to find the best-performing 
version. Once the model is sufficiently accurate, the 
next step is to box the model for production in a 
module, preferably in a Python package, and define a 
prediction function from which the model is easy to 
call, and the result is easy to retrieve. The prediction 
function takes the factual data as a parameter, so it 
must be in the same format as the one used for the 
training. This module can connect to the anomaly 
detection module to enable calling this service after 
finding anomalies. Lastly, the client’s needs can 
prompt the addition of a variety of services, such
as sending automated emails of the summaries. 

However, Boardwiser NLG’s functionality is limited to 
providing appropriate insights to ensure that human 
analysts notice relevant information and can make 
more informed decisions based on it.

Basic Implementation Requirements

Boardwiser NLG – and any solution like it – works with 
time series data. To track the value of a business 
indicator variable, it needs historical data for that 
variable: a database with at least 10-20 time units of 
data is needed for the algorithm to learn trend and 
seasonality. For example, enabling weekly granularity 
necessitates 10-20 weeks’ worth of data points. 

All use cases will require historical data storage. Ideally, 
this will be an SQL database, but it can be a structured 
file as well. To get the most out of the findings generated 
by Boardwiser NLG, a data analyst with domain expertise 
needs to review the results. A person with such knowledge 
is also required while setting up the tool to define which 
business metrics and what factors should be monitored.   

Boardwiser NLG is implemented in Python and is 
platform-agnostic. The tool requires scheduling to
run at specified time intervals (e.g. weekly or monthly), 
and while it does not require a GPU, a modern 
processor with multiple cores is necessary to ensure 
shorter runtimes. For reference, Boardwiser NLG 

takes ten minutes to complete a run using four CPU 
cores with 10,000 data points and four factors. The 
four factors each have 5 distinct values, and for all 
possible factor-value combinations, this takes training 
around 1,000 models.

NLG Setup

Once a client’s data science implementation team  has 
the serialized output of the anomalies as an input, they 
need the data-to-text model to create the corresponding 
text. For that, they need an already-trained network 
which accepts tabular-factual data as input and can 
generate corresponding messages summarizing the 
information in a human-readable format. Therefore, 
the model should satisfy three main expectations:



12Automating BI Analytical Tasks with Anomaly Detection and NLG Summation 

The advanced analytics solution introduced in this 
white paper represents a step in this direction. 
Boardwiser NLG can automatically find important 
events in the data and create a summary from them, 
thereby saving human effort for higher value-added 
tasks. And when an organization invests appropriate 
resources in maximizing the value of such an investment, 
the implications of that investment will extend beyond 
any particular solutions.

Fine-tuning or even creating processes to leverage 
NLG and promote the actionability of automated 
insights – which can be as simple as ensuring that 
the right person receives the right automated message 
in the right format – will also leave the organization 
better-positioned for the adoption of evolutionary 
technology down the line, and thus constitutes a 
long-term investment in competitive advantage.

Conclusion and Technology Outlook

Natural language generation holds tremendous promise 
for a broad range of applications, with prominent consumer 
applications already making the technology a part
of everyday life for many. As it becomes increasingly 
available in homes and on phones with services like 
Alexa, Google Home and Siri, its utilization in more 
specialized industrial / professional tools is expected 
to accelerate too. 

Already, there are clear, logical next steps emerging in 
the evolution of NLG technology and its applicability 
for organizations. One is to create more complex 
summaries, find data issues, combine multiple data 
sources and synthesize complex findings from them. 
And NLG could also soon enable analysts and other 
users to query data with plain text and have the tool 
generate a report, along with a short textual summary.
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Go Further

Find out how Boardwiser NLG can complement your use cases
to automate key analytical and reporting processes to greatly speed
up and improve the quality of business-critical decision-making.
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