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Artificial intelligence is transforming healthcare, 
unlocking unprecedented opportunities for enabling 
easier discovery of deeper insights that drive innovation. 
Forward-thinking organizations – public entities and 
businesses alike – are applying AI-driven solutions
to plan their response to a rapidly changing global 
health situation and optimize their products and 
services. By leveraging the power of AI, healthcare 
providers (HCPs) can streamline operations and 
reveal actionable insights to facilitate better health 
outcomes for patients and better business outcomes 
for their companies.

Healthcare industry decision-makers face several 
challenges in their effort to ensure and maximize
the benefits of investing in AI technology. The sheer 
number of technologies and applications available 
can seem daunting – especially without domain 
expertise in both the healthcare and technology 
aspects of AI. It may seem challenging to filter out 
applications that meet the criteria of maturity and 
future-resilience.

This white paper helps those in the healthcare 
industry – primarily those who make business- and 
research-critical decisions in the fields of healthcare 
services and equipment, pharmaceuticals, biotechnology 
and other life sciences – to avoid option paralysis and 
cuts through media hype by leveraging our long-standing 
experience delivering projects at the intersection of 
data science and healthcare and provides an overview 
of five proven, state-of-the-art solutions for challenges 
in the healthcare domain.

1. Clinical Language Models

Natural language processing (NLP) and language 
models enable machines to understand and interpret 
the human use of language. This includes not only 
analyzing natural language inputs, such as case notes 
or free-text fields, but also the synthesis of natural 
language (e.g. chatbots). The field has seen rapid 
evolution in recent years, and with it a rise in viable 
enterprise-grade applications.

In the healthcare industry, clinical language models 
can be used to structure clinical notes and extract 
information, with applications in EMR/EHRs, HIMS, 
pharmacovigilance, clinical trials recruitment and 
medical billing. As is the case in other industries, 
these applications can automate – with appropriate 
human oversight – tedious manual tasks to optimize 
costs and enable personnel to focus on higher-value 
activities.

Clinical notes pose a particular challenge to language 
models due to their complexity, vocabulary and 
quality issues, but recent developments in NLP
have enabled clinical language models that 
surmount these obstacles. Many of these models 
have now been verified on clinical data sets and 
show impressive performance.
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HealthLake is a data lake platform that allows 
HIPAA compliant storage of protected health 
information (PHI). Natural language data is loaded 
from the EHR/EMR system’s clinical data store into 
HealthLake. This can then be queried directly using, 
for example, Elasticsearch or processed and annotated 
using clinical language models. A model store contains, 
as a secure repository, both pre-defined and  
user-defined language models, and users can select 
individual language models to be run on their data 
sets. Results can be presented through direct query 
APIs, resulted back to the EHR/EMR or shown on 
dashboards.

Clinical Language Models:
Extracting Information – Case Study (Figure 1)

The example in Figure 1 shows how a language 
model can help derive and organize information from 
natural-language clinical text. On the left is a passage 
from a case presentation, from which the model extracts 
a variety of insights and then enriches those insights 
with classifications and relationships.

Clinical Language Models: Example Architecture
(Figure 2)

Clinical language models operate best in a segregated, 
HIPAA compliant execution environment. Starschema’s 

Case study extracted from Basnayake et al. (2020), Atypical hemolytic uremic syndrome: a case report. J Med Case Rep 14(1):11. doi:10.1186/s13256-019-2334-y
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Medical imaging, however, is not only highly 
domain-specific but also typically 3-dimensional 
(e.g. MRI, CT) or 4-dimensional (e.g. 4D cardiac 
MRI). Recent developments use convolutional 
neural networks to classify images (AI-assisted 
diagnosis) or segment images (AI-assisted 
measurement), improving computer vision’s 
applicability in medical use cases. Such models
can be used to detect and quantify features
(e.g. detecting the number of enhancing lesions
on T2-weighted MR imagery to grade multiple 
sclerosis), segment and assess radiologically
distinct entities (e.g. segmenting a tumor and 
calculating its volume) and even use characteristic 
features to make predictive assessments of risk
(e.g. mild cognitive impairment to Alzheimer’s 
disease progression risk models).

Computer Vision in Medical Imaging: Example 
Architecture (Figure 3)

Computer vision environments for clinical use must 
comply with the requirements of HIPAA for protecting 
PHI. A secure HIPAA compliant execution environment 
creates a protected secure area. Users select source 
data from a PACS or another image repository and 
a model to be applied, selected from the model 
store (typically a domain-specific computer vision 
model). Results can then be visualized within the 
DICOM viewer and/or written to the EHR/EMR.

Clinical Language Models: Planning Overview 

Advantages
There is a growing number of publicly available 
embeddings for Transformers, the currently 
most-widely-used language model. Many of these 
have been tested on subject-specific corpora,
such as MIMIC-III (ICU case notes). 

Challenges
Few end-users have the resources and know-how
to implement such models in-house. Due to PHI, 
clinical language models must be end-to-end
HIPAA compliant.

Priorities
Understand the importance of extracting meaning 
from unstructured free-text clinical data. Select
a technology partner capable of supporting your 
clinical analytics objectives. 

2. Computer Vision in Medical Imaging

Computer vision is the field of AI that enables 
machines to process visual information, including 
data obtained from medical imaging. Like language 
models, computer vision can outperform humans in 
terms of speed and, in certain applications – many 
related to healthcare – accuracy.

Until recently, most advancements in computer vision 
focused on generic 2-dimensional photographs. 
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the cost of customer-facing functions can be reduced 
by up to 30% using chatbots.

AI Chatbots for Telemedicine: Applications 

•  Triage 
•  Early symptom elicitation to determine chief  
    complaint and route patient accordingly 
•  Routine inquiries about data in the EMR/EHR,  
    e.g. lab results 
•  Appointment scheduling 
•  Prescription management and refills
•  Clinical questionnaires (e.g. PHQ-9)
•  Routine non-urgent advice (e.g. cuts, bruises and  
    scrapes) 
•  Symptom and status tracking for chronic     
    conditions and lifestyle interventions (‘check-ins’) 
•  Quality assurance questionnaires

Computer Vision in Medical Imaging:
Planning Overview 

Advantages
Advanced computer vision approaches can improve 
service delivery speed and reduce costs of imaging 
analysis. Computer vision algorithms reduce stress 
on radiologists and improve workload utilization.

Challenges
Computer vision models are resource-intensive, 
requiring resources that hospitals and radiology 
practices rarely have on-site – necessitating a smart 
cloud-native approach. Models are highly 
domain-specific and training data may be scarce. 

Priorities
Define key focal areas in imaging for CV models 
through examining radiology analysis cost outlays. 
Explore technology partners who can assist you
in end-to-end development, including computer
vision expertise and experience with cloud-native AI. 

3. AI Chatbots for Telemedicine 

Safety measures introduced to combat the COVID-19 
pandemic prominently included limiting face-to-face 
contact, which in turn has had considerable implications 
on patient-doctor interactions. At the same time,
the public health crisis has also placed an enormous 
stress on healthcare providers to deliver quality care 
despite such restrictions. This has led to the emergence 
of telemedicine as a key element in facilitating care 
amidst the pandemic. 

Chatbots – programs that converse with people
in a manner that approximates verbal interactions 
between humans – have long been one of the most 
accessible, widely-used and proven applications of 
AI. Along with conversational AI, they are reliable 
tools to triage non-emergency patients, elicit basic 
symptoms and infer chief complaint and history of 
present illness. In addition to their potential as a 24/7 
solution for patients to provide and receive actionable 
data, these tools also present an avenue for cost 
optimization: A recent study by IBM expects that
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Priorities
Find a partner for developing chatbots with 
experience in NLP and natural language generation 
(NLG). Define what interactions you want to be driven 
by chatbots (e.g. returning routine results, triage, 
etc.). Think beyond offering chatbots as a way
of contacting clinicians and consider it a tool
of interactivity.

4. Smart Devices 

With over one in five Americans using a fitness
tracker, it’s clear that smart devices are already popular
– but in recent years, they have also significantly 
improved in their ability to track a patient’s health. 
What once was effectively a wrist-bound pedometer 
now frequently features SpO2 monitoring, heart 
rate measurement, stress measurement via galvanic 
skin response and often some level of 
electrocardiography. Smart devices and wearables 
can be used to monitor post-surgical recovery, 
replace expensive long-term outpatient monitoring 
(e.g. Holter monitors) and provide objective 
metrics in lifestyle interventions and rehabilitative 
medicine. Recent advances in automated analysis
of high-frequency time series data, e.g. long
short-term memory (LSTM) neural networks,
may allow clinicians to reduce the data stream
from smart devices to actionable insights.

AI Chatbots for Telemedicine: Example 
Architecture (Figure 5) 

AI chatbots combine a clinical language model,
which interprets what the patient is saying, with
an understanding of the wider context in which
the interaction takes place – the patient’s medical 
history, scheduling, previous encounters and care 
plans. Patients access the chatbot from a client 
application (including third-party clients). Their 
questions are interpreted in this wider context
and a suitable response is drafted.

AI Chatbots for Telemedicine: Planning Overview 

Advantages
Language models now allow for chatbots that can 
perform key clinical communication tasks in many 
cases. This improves triage and prioritization, reduces 
clinician workload and allows dynamic resource 
allocation. Improved access results in greater
health equity. 

Challenges
Unless written in an engaging manner that does not 
feel mechanistic, chatbots may make patients feel 
unappreciated and not cared for. Chatbots need to 
sustain the data protection and security imperatives 
under HIPAA and similar legislation.  
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Smart device sensors may be less reliable, and some 
have not been clinically validated. The analysis
of complex high-frequency time series data
is resource- and knowledge-intensive.

Priorities
Determine key application areas. Ensure target 
devices have cleared 501(k) applications for the 
envisaged application areas. Determine key metrics 
to track (e.g. steps and distance for post-cardiac 
surgery rehabilitations).

5. All-Source Intelligence for 
Preventive Care

All-source intelligence is the fusion of data from 
various sources, including objective information
(lab results, vitals, metrics), subjective information 
(e.g. subjective perception of health as volunteered 
by the patient) and various data streams (e.g. cardiac 
data from Smart Devices with ECG functionality) 
into a single comprehensive picture of the patient. 
Until recently, most machine learning approaches 
were highly domain- and data-specific, but new 
neural ensemble architectures can leverage the 
diversity of data about an individual patient and 
identify clinically meaningful patterns.

Smart Devices: Example Architecture (Figure 6)

The key challenge of using smart devices in the 
healthcare context is turning the raw data stream
into actionable insights. Starschema’s HIPAA compliant 
HealthLake data lake implementation can ingest both 
batch and streaming data. This can then be analyzed 
in both batch analytics environments (e.g. once a day) 
or streaming analytics environments (i.e. as the data 
comes in). Secondary indicators, such as intervals, 
pNN50 (proportion of R-R intervals that differ by more 
than 50ms), frequency domain variables (HF and LF 
power) and HRVTI can then be obtained from this 
data and fed directly into the EHR/EMR system. 
Pre-set alert conditions allow physicians and patients 
to be alerted to prodromic signs of illness and guide 
escalation to in-person care or admission.

Smart Devices: Planning Overview
 
Advantages
Smart devices are ubiquitous and, compared to long-term 
monitoring equipment such as Holter monitors, 
inexpensive and unobtrusive. Using patient-owned
or hospital-owned devices can facilitate outpatient 
screening and post-interventional monitoring (e.g. 
post-cardiac surgery monitoring of rehabilitation),
as well as support lifestyle interventions.

Challenges
Few platforms exist to directly receive data from a wide 
range of devices with their own data standards. 
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When selected and implemented with care, these 
solutions offer cost-effective and more productive 
alternatives to human labor. This will result in better 
care for more patients, as well as a better working 
environment for healthcare professionals, where
they have to perform fewer mundane tasks and
can instead dedicate more of their time to tasks 
where human input has even greater added value, 
such as analysis and direct patient care.

Well-configured AI applications can also reduce 
bias and promote healthcare equity. Many of the 
technologies outlined in this white paper are 
mature and have formed part of enterprise AI 
practices for years. With the real-world information 
from use cases in other domains, the strict regulatory 
requirements of bringing new technologies into
a healthcare context can be overcome more easily. 
The healthcare sector is now in a unique position
to take advantage of these developments and turn 
them to the benefit of clinicians and patients alike.

ASI for Preventive Care: Planning Overview
 
Advantages
All-source models can integrate a vast array of clinical 
variables, forming a true overall clinical picture of the 
patient and correlating information from one source 
to all other available data. Well-designed all-source 
models can detect prodromic signs that otherwise 
might evade even a trained clinician.

Challenges
All-source models are complex and require individual 
models (e.g. for imaging, labs, clinical presentation, 
demographics, etc.) to be reconciled in a single 
algorithm. All-source models require large training 
data sets.

Priorities
Determine the volume of data available to train an 
all-source model. Identify key areas of preventive 
care (e.g. AHRQ PQI indicators). Structure data to 
support cross-source integration of patient data 
(Single View).

Conclusion

With the continued rise in the average age
of populations in developed countries, healthcare 
providers will likely need to adopt more proactive, 
predictive and preventive strategies to manage 
changing needs. In addition to existing challenges 
that healthcare systems face, this unfolding health 
landscape will require considerable investments
to ensure adequate attention to and care for each 
patient. Artificial intelligence offers a wide range
of applications that enable HCPs to meet these 
challenges in an effective, sustainable and 
future-resilient manner – with the five solutions 
discussed above having emerged as some of the 
most prominent examples.
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